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ABSTRACT
Visual question answering (VQA) is arguably one of the most chal-
lenging multimodal understanding problems as it requires reason-
ing and deep understanding of the image, the question, and their
semantic relationship. Existing VQA methods heavily rely on atten-
tion mechanisms to semantically relate the question words with the
image contents for answering the related questions. However, most
of the attention models are simplified as a linear transformation,
over the multimodal representation, which we argue is insufficient
for capturing the complex nature of the multimodal data. In this
paper we propose a novel generative attention model obtained
by adversarial self-learning. The proposed adversarial attention
produces more diverse visual attention maps and it is able to gener-
alize the attention better to new questions. The experiments show
the proposed adversarial attention leads to a state-of-the-art VQA
model on the two VQA benchmark datasets, VQA v1.0 and v2.0.
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1 INTRODUCTION
Visual question answering (VQA) is an active research area that lies
at the intersection of multimedia, natural language processing, and
machine learning. The VQA task is to provide answers to questions
about visual contents of an image (e.g. see Figure 1) for testing the
intelligence of a machine. The VQA problem has been regarded as
a generalized version of the grand challenging Turing test [22], and
besides contributing to the advancement of the involved research
areas, it has other important applications, such as blind person
assistance, human-machine interaction, and image retrieval.

VQA as a challenging task is undoubtedly important for de-
veloping modern multimedia AI systems through the rich set of
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Q1: Is the alligator
obeying the traffic
sign?

Q2: What kind of
animal is crossing
the street?

(a) Q1 attention map. (b) Q2 attention map.

(c) Q1 attention map. (d) Q2 attention map.

Figure 1: First column: test samples of question-image pair.
Top row, (a) and (b): Two attention maps (glimpses) gener-
ated by the previous state-of-the-art model MLB [16]. Bot-
tom row, (c) and (d): Two attention maps generated by the
proposed VQA with adversarial attention model (VQA-AA).

applications it provides. Coming up with solutions for the VQA task
requires natural language processing techniques for understanding
the question and producing the answer, as well as computer vision
techniques for understanding the contents of the concerned image.
The VQA models need to build rich multimodal representation that
will capture the semantics of the question-image relationship.

Deep learning models are now de facto the most successful mod-
els in a variety of domains such as computer vision [9, 10], speech
recognition [32], and natural language processing [30]. Their suc-
cess comes from the ability to learn rich representation of large
amounts of data. Deep learning methods have been applied to the
VQA problem too, as it requires reasoning over complex data of
multiple modalities [15, 25, 31]. Solving VQA problems requires
establishing the correspondence between the question words and
specific image contents. For example, to answer the question “What
is on the child’s head?”, a VQA model would need to localize the
image contents corresponding to the question words “child” and
“head” and focus the image representation on these regions of inter-
est (Figure 4). State-of-the-art VQA approaches rely on developing
attention model to filter out irrelevant image regions and focus
on the informative part for answering the question. However, the
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developed attention models are generally oversimplified as linear
transformation [6, 16] over the hidden representation, leading to in-
accurate correspondence between questions and images, and poor
generalization ability.

In this work, we propose a novel attention mechanism that could
learn to capture the complex multi-modal data relationship.

Modeling proper distribution of attention maps is rather chal-
lenging due to high dimensionality of the parameter space. Inspired
by the generative adversarial networks (GAN) approach [7], we
develop a generative attention model which through adversarial
training learns to generate attentionmaps that are indistinguishable
from the attention maps that would produce the correct answer.
Specifically, our model learns to model a distribution of correct at-
tention maps given a question and an image. For training, we obtain
the target distribution by optimizing the weights of the attention
maps with respect to the VQA model loss for each question-image
pair in the training set. In addition, we propose a self-learning
scheme to improve the generative attention model through enforc-
ing competition within the model itself and thus the model can
continuously produce self-learned training samples without requir-
ing any extra data. Benefiting from the adversarial self-learning, the
proposed attention mechanism produces diverse attention maps,
which further improve the VQA model performance when using
multiple attention maps (glimpses). Furthermore, the generative
attention model learns to capture more complex question-image
correspondence and thus can better adapt the attention to new
questions about the same image (e.g. see Figure 1).

The proposed VQA model employing the Adversarial Attention
method (we term the model as VQA-AA) achieves state-of-the-art
results on the two benchmark VQA datasets, VQA v1.0 [1] and VQA
v2.0 [8]. In summary, the contributions of our work are as follows:

• To the best of our knowledge, we propose the first attention
mechanism realized as a generative model with adversarial
training conditioned on multimodal representation.

• We develop an iterative adversarial training method with
self-learned training samples. The self-learning method is
crucial to overcoming the problem with lack of data for
adversarial learning.

• We perform an extensive evaluation, comparing to all ex-
isting methods, and achieve state-of-the-art performance
on the two VQA benchmark datasets.

2 RELATEDWORK
2.1 Visual question answering
The visual question answering (VQA) task has received great in-
terest [3, 28, 35, 37] since the release of currently the largest VQA
dataset by Antol et al. [1]. In most VQA methods, the answer gen-
eration is approximated with a classification of a multimodal repre-
sentation to one of the 1,000 or 2,000 most common answers in the
training set. Typically, a VQA model is comprised of two modules
for learning the question and the image representations, and a third
module for fusing the representations into a single multimodal rep-
resentation. The multimodal representation is then fed to multiple
fully-connected layers and a SoftMax layer at the end outputs the
probabilities of each answer (e.g. see [6, 34]).

Many VQA methods also incorporate some type of attention
mechanism applied to the image representation [6, 12, 21, 25, 28, 31,
34, 35]. The attention mechanism provides the model with focused
image representation relevant to the task at hand. The commonly
used attention mechanism is a linear transformation which maps
an image or a multimodal representation to a soft attention map
which is then applied on the image representation [6, 16]. There
are also methods that use the question relevant object proposals
from a generic object detector as a type of hard attention over the
image contents [12, 28].

In comparison to these related works, our proposed generative
attention model for VQA has the following advantages. The gener-
ative model has a higher capacity and is thus able to better adapt
the visual attention to new questions about the same image. As an
adversarial model it produces more diverse attention maps, which
improves model generalization to unseen inputs, and captures dif-
ferent aspects of the image when using multiple attention maps

2.2 Adversarial learning
Generative adversarial networks (GAN) were introduced by Good-
fellow et al. [7] as a way to generate images indistinguishable from
real by learning the distribution of a set of real images. The GAN
model is comprised of a generator network and a discriminator net-
work which play an adversarial minimax game. The discriminator
network is tasked with distinguishing real data samples from gen-
erated ones, while the generator network generates data samples
that would make the discriminator’s task harder.

The real and generated data samples can be coupled with aux-
iliary vector representation which conditions the generation and
discrimination processes, which leads to Conditional Generative
Adversarial Networks (CGAN). Previous works have used CGAN
to generate class-conditioned images [23] or images conditioned
on sentences [27]. Other works have also used CGAN to generate
images condition on other images, applied to the task of inpaint-
ing [26] and style transfer [19].

To the best of our knowledge, we are the first to introduce a
generative model conditioned on a multimodal representation of
text and image, and trained by adversarial learning on self-learned
training data.

3 ADVERSARIAL ATTENTION FOR VISUAL
QUESTION ANSWERING

Problems at the intersection of computer vision and natural lan-
guage processing, such as visual question answering (VQA), require
solutions which incorporate text-conditioned attention over the
image contents. All state-of-the-art models for VQA incorporate
some type of attention mechanism. However, generating appropri-
ate attention weights for a multimodal data is not an easy task. We
propose a novel generative attention model trained with adversarial
learning on self-learned training data. The higher capacity genera-
tive model can overcome the challenges faced by the conventional
attention methods based on linear transformations.

3.1 Problem formulation
We formulate the visual question answering task as a maximum
likelihood estimation problem. Namely, the VQA problem can be
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solved by modeling the likelihood probability distribution pvqa
which for each answer a in the answer set Ω outputs the probability
of being the correct answer, given a question Q about an image I :

â = argmax
a∈Ω

pvqa (a |Q, I ;θVQA), (1)

where θVQA are the VQA model parameters, â is the predicted
answer, and Ω is the set of answers in the training set.

3.2 Multimodal representation learning
VQA is a complex problem that requires reasoning over data of dif-
ferent modalities. Such complex multimodal reasoning necessitates
a multimodal representation which would unify the information
from themultiple modalities under a single representation.We learn
such multimodal representationM for a given question-image pair
(Q, I ) in the following manner.

First, the question words are represented as a one-hot vector
hi ∈ R

v , where v is the number of words in the vocabulary. The
j-th element of the vector hi , where j is the position of the i-th
question word in the vocabulary, is set to one, while all the other
elements inwi are set to zero. Then, each vector hi , for i = 1, ..., l
where l is the length of the question is embedded in a vector space
with:

wi = h
⊤
i L ,

where L ∈ Rv×r is the word-embedding matrix, and r is the word
vector dimension.

The produced word vectorswi are then fed sequentially, follow-
ing the question word order, to an LSTM [11] unit and the hidden
state of the last LSTM is employed as the question representation q.
LSTM models are the state-of-the-art models for learning represen-
tations of sequential data and are used in many natural language
processing applications [2, 4].

At the same time, the image is passed through a deep residual
network [10]. The network output at the last convolutional layer,
containing f -dimensional feature representations of k2 equally
spaced image regions, is adopted as the high-level image represen-
tation V .

Finally, the question and the image representations need to be
fused into a single multimodal representation which would appro-
priately represent the question-image pair. Such multimodal repre-
sentation matrixM , containingm-dimensional question-sensitive
representations of the k2 image regions, is obtained by:

M = σ (W ⊤q q · 1⊤) ◦ σ (W ⊤V V ), (2)

where M ∈ Rm×k
2
, σ (·) B tanh(·),Wq ∈ R

d×m , q ∈ Rd , 1 ∈ 1k
2
,

WV ∈ R
f ×m , V ∈ Rf ×k

2
, and ◦ denotes element-wise product be-

tween two matrices. We omit the bias terms for readability. The
dimensionality of the question representation d and the dimension-
ality of the multimodal representationm are hyperparameters. The
dimensionality of the image representations f and the number of
regions k are set by the deep residual network [10]. More details in
Section 5.4.

Our motivation for learning the multimodal representation with
Eq. (2) comes from the recent work by Kim et al. [16] which showed
that simple element-wise product results in a multimodal represen-
tations superior to representations obtained with more complex
methods such as multimodal compact bilinear pooling [6].

3.3 The generative attention model
We propose a new attention model which utilizes the multimodal
question-image representation to learn a distribution of attention
weights which select informative image regions for answering the
question.

Namely, we want to model the distribution of the set Ψ con-
taining the attention weights φ ∈ Rk

2
over the k2 image regions

which maximize the probability of the correct answer a∗ given
a question-image pair (Q, I ), and a VQA model with parameters
θVQA:

pΨ (φ |Q, I ), where Ψ =
{
φ | φ = argmax

φ
pvqa (a

∗ |Q, I ,φ;θVQA)
}
.

(3)
The distribution pΨ is high-dimensional, very complex, and thus

difficult to learn. However, generative adversarial networks have
been recently shown to be successful at modeling such probability
distributions [5, 36].

On the other hand, our motivation for employing generative
adversarial networks as an attention mechanism is two-fold. First,
a generative model has much more expressive power than a linear
transformation and thus should be able to learn more complex func-
tion from multimodal representation to an attention map. Second,
adversarial models incorporate a discriminator network which acts
as a regularizer and helps the adversarial attention generator gen-
eralize much better than a model that would directly use the VQA
model loss. We validate these assumptions with ablation study and
experiments (Section 5).

A generative adversarial network is comprised of a generator and
a discriminator network. The discriminator network is tasked with
distinguishing real data samples from the generated ones, while
the generator network aims to generate data samples that are close
to real ones and would make the discriminator’s task harder.

In our settings, the generator network is defined as G : Rz ×
Rm×k

2
→ Rk

2
, where z is the dimension of a random input vector,

and the discriminator network is defined as D : Rk
2
× Rm×k

2
→

{0, 1}, where 0 and 1 denote generated and real data samples re-
spectively. The two networks play the following minimax game in
the learning process:

min
G

max
D
Eφ∼pΨ (φ |M )[logD (φ,M )]+

+ Ex∼pnoise (z)[log(1 − D (G (x ,M ),M ))]. (4)

The learning process is as follows. The generator network G
passes the multimodal representation M through two 4 × 4 con-
volutional layers and an average pooling layer to transform the
representation M to a vector of size c . The resulting vector is
then concatenated with a noise vector from a uniform distribution
x ∈ Rz ∼ U (−1, 1) to obtain a generative input vector д ∈ Rz+c .
The vector д is then feed-forward through the generator’s decon-
volutional layers to produce an attention map,G (x ,M ) → φ ∈ Rk

2
,

where k2 is the number of candidate image regions.
The discriminator D is comprised of two parallel branches. In

one branch, the multimodal representation M is feed-forwarded
through two 1 × 1 convolutional layers to obtain a matrix of size
c × k2. In the other branch, an attention map φ is feed-forwarded
through two blocks of 1× 1 convolution layer, followed by a spatial
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Figure 2: Illustration of the adversarial attention model’s network architecture. Blue rectangles depict vector representations,
blue boxes depict matrix representations, and green boxes depict network layers (best viewed in color). See Section 5.4 for all
network details.

batch normalization [13] and leaky ReLU [33]. The discriminator
then performs a depth concatenation of the two branches and passes
the resulting matrix through two blocks of 5×5 convolutional layers
followed by a leaky ReLU and spatial batch normalization. Finally,
the discriminator performs average pooling and fully-connected
layer with hyperbolic tangent activation function outputs the prob-
ability of the sample being real, D (φ,M ) → pD (φ ∼ pΨ |M ). The
adversarial network architecture is shown in Figure 2.

Algorithm 1 Algorithm for obtaining self-learned training sam-
ples.

Require: Dvqa {VQA train set containing tuples of question, image,
and answer (Qi , Ii ,ai )},

1: Train a VQA model on set Dvqa with attention weights gener-
ated with linear transformation of the multimodal representa-
tion.

2: repeat
3: Initialize Ψ = {} as an empty set.
4: Use stochastic gradient descent to optimize an attention map

φi for each tuple inDvqa with respect to the error of the VQA
model on Dvqa.

5: Append φi with the corresponding VQA tuple and add them
to the set Ψ.

6: Use Ψ to train generative adversarial attention model.
7: Fine-tune the VQA model with generated attention maps.
8: until VQA model convergence

3.4 The VQA-AA model with adversarial
self-learning

The adversarial networks require a large number of samples from
pΨ (Eq. (3)) to successfully model this high-dimensional and com-
plex distribution. Furthermore, the set elements ofΨ needs to satisfy
Eq. (5), i.e. Ψ needs to be populated with correct attention maps
for a given question-image pair. But, such set of ground-truth at-
tention samples does not exist. Our proposed self-learning method

overcomes both issues by generating adversarial training samples
by itself. The self-learning method generates correct and sufficient
number of attention maps for a given question-image pairs and a
VQA model.

The self-learning method works as follows. Initially, we train
a VQA model with attention maps generated by a linear transfor-
mation. After convergence of the VQA model, we keep its θVQA
parameters fixed and use stochastic gradient descent to obtain ˆφi,t
from Eq. (5):

ˆφi,t = argmax
φi,t

pvqa (a
∗ |Qi , Ii ,φi,t ;θVQA). (5)

The attention map ˆφi,t , for i = 1, ...,N (where N is the number of
samples in the VQA training set) make up the adversarial training
set Ψt .

We train the adversarial attention model on Ψt until conver-
gence and proceed to fine-tune the VQA model, but now using the
adversarial attention maps. Then, we repeat the process of opti-
mizing attention maps and obtain the training set Ψt+1. We stop
the process when the VQA model has converged. Thus, we say
the training set Ψ is self-learned. The overall algorithm is given in
Alg. 1.

We validate the proposed attention model by developing a VQA
model with Adversarial Attention (VQA-AA).

The VQA-AA model applies the generated adversarial attention
maps to the image representation by spatial element-wise multipli-
cation and obtains the attended image representation Vatt:

Vatt =
Sn

s=1

k2∑
i=1

φsi ◦Vi ,

where Vatt ∈ RS×f ,
f
denotes concatenation of vectors, φs ∈ Rk

2

denotes the s-th attention map for the question-image pair, and
V ∈ Rf ×k

2
.

Finally, the probability distribution in Eq. (1) is parameterized
as:

pvqa (a |Q, I ;θVQA) = softmax
(
UT
o
(
σ (UT

q q) ◦ σ (U
T
V Vatt)

))
.
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Figure 3: Illustration of the VQA-AA model’s network architecture. Blue rectangles depict vector representations, blue boxes
depict matrix representations, green boxes depict network layers, pink boxes depict the denoted network units, and the red
box depict the proposed adversarial attention model (best viewed in color). See Section 5.4 for all network details.

The VQA-AA network architecture is shown in Figure 3.

4 IMPROVING THE VQA-AA MODEL
4.1 Multiple attention maps
The adversarial attention model can be extended to generate multi-
ple attention maps, i.e. glimpses. Given several produced glimpses,
to generate the attention map of the next glimpse, we propose to
condition the adversarial generator network on a multimodal rep-
resentation of an already attended image. We represent formally
the generation of in total S attention maps with:

G (x ,Ms ) → φs , s = 1, ..., S,

Ms = σ (W ⊤q q · 1⊤) ◦ σ (W ⊤V V s−1
g ),

V s
g = 1(φ

s
i )
⊤ ◦Vi ,

where V 0
g is initialized to be V . Multiple attention maps are neces-

sary for answering complex questions. And by using a multimodal
representation from an already attended image, the adversarial at-
tention model learns to narrow down the attention to the small but
important image objects.

For example, given the question “What is on the child’s head”, a
VQA model first needs to put the attention on the child and then
on the child’s head (Figure 4). In the figure we can observe that
the proposed adversarial attention method correctly generates an
attention map focused on the child. And, by generating a second
attention map over the attended image (Figure 4a), it is able to
correctly narrow down the attention on the child’s head.
4.2 Question sensitive attention maps
Initial experiments showed that the adversarial generator can learn
to generate attention maps which are indistinguishable from the
optimized attention maps, however, it often failed to properly adapt
the attention map to different questions about one image. The
reason for this is that the discriminator has no way of knowing
whether the attention maps match the multimodal representation.
As discussed by [27], the discriminator observes two kinds of inputs:

Question:
What is on the child’s
head?

(a) First attention map. (b) Second attention map.

Figure 4: A sample question-image pair from the VQA v1.0
test set where multiple attention maps are needed for pro-
ducing the correct answer. The attentionmaps are visualized
in the second row. Given the question “What is on the child’s
head?” the adversarial attention method first focuses on the
child (Figure 4a) and then in the second glimpse focuses on
child’s head (Figure 4b).

optimized attention maps with matching multimodal representa-
tion, and generated attention maps with possibly mismatching
multimodal representation. Hence, the discriminator must separate
the two sources of possible error: arbitrarily generated attention
maps, and correct attention maps with mismatching multimodal
representation.

Thus, in addition to the optimized or generated attention maps,
we pass a third type of input to the discriminator consisting of
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optimized attention map but with mismatching multimodal rep-
resentation which the discriminator should give a low score. The
discriminator can then provide an additional signal of whether the
attention map matches multimodal representation to the generator.

The adversarial training algorithm is given in Alg. 2.

Algorithm 2 Adversarial training algorithm
Require: attention maps φ, matching multimodal representations

M , mismatching attention mapsM
1: repeat
2: x ∼ U (−1, 1) {Draw sample of random noise}
3: φ ← G (x ,M ) {Generate attention map}
4: lc ← D (φ̂,M ) {Optimized attention map, matching represen-

tation}
5: le ← D (φ̂,M ) {Optimized attention map, mismatching rep-

resentation}
6: lд ← D (φ,M ) {Generated attention map, matching represen-

tation}
7: LD ← log(lc ) + 1

2 [log(1 − le ) + log(1 − lд )]
8: D ← D − αD∂LD/∂θD {Update discriminator by αD steps.}
9: LG ← log(lд )
10: G ← G − αG∂LG/∂θG {Update generator by αG steps.}
11: until G and D converge

5 EXPERIMENTS
5.1 Baselines
To validate the proposed attention mechanism, we compare the
VQA-AA model with the following baselines.

To evaluate the contribution of the generated adversarial atten-
tion, we use the state-of-the-art VQA model, MLB [16], as repre-
sentative VQA model with attention mechanism realized as linear
transformation. We denote this baseline as VQA-LTatt. The VQA-
AA model has similar architecture to MLB, except we swap the
linear transformation attention with the proposed adversarial at-
tention mechanism.

We argue that the discriminator of the adversarial model acts
like regularizer and to confirm this we build a baseline where the
attention generator uses the VQA loss directly instead of relying
on the loss from the discriminator (denoted as VQA-GenOnly).

We also want to examine how well the adversarial attention
mechanism can adapt to new questions. For this, we condition the
adversarial model only on the image representation and denote it
as VQA-ImgOnly.

Finally, we also want to investigate how the number of attention
maps, i.e. glimpses, influence the performance of the VQA model.
We experiment with up to 4 attention maps and denote the models
with VQA-AA-S#, where S is the number of attention maps.

5.2 Datasets
We evaluate our model on the two benchmark VQA datasets, VQA
v1.0 [1] and VQA v2.0 [8].

The VQA v1.0 dataset is the largest and most complex VQA
dataset. The dataset contains three human posed questions for each
one of the 204,721 images found in the MS COCO [20] dataset.

Each question in the train and validation sets is matched with ten
answers given by different human subjects. The multiple answers
per question solve the issue of a question having more than one
plausible answer.

We also evaluate our model on the second version of this dataset,
the VQA v2.0. The new version addresses the dataset bias issues
of the VQA v1.0 dataset. Namely, some VQA v1.0 questions, for
example, Yes/No questions, have a bias towards one of the possible
answers, for example, “yes” is much more likely answer than “no”.
The second version of the dataset tries to rectify this by adding
questions which have a different answer for a different image. For
example, the question “Who wears glasses?” would be paired with
two images, and for one image the answer would be “man” and
the other image “woman”. Currently, this dataset consist of 658,111
questions and 6,581,110 answers for the 123,287 MS COCO images
in the train and validation sets. At the time of submission of this
manuscript, the test set was not available. On this dataset version,
we train on the train set and evaluate on the validation set.

5.3 Evaluation metric
We report results according to the evaluation metric provided by
the authors of the VQA dataset, where an answer is counted as
correct if at lest three annotators gave that answer (Eq.(6)).

Acc(a) = min(

∑10
j=1 1(a = aj )

3
, 1). (6)

We use the publicly available VQA evaluation script to compute
the overall and per question type results.

5.4 Implementation details
Given a question Q about an image I , our model works as follows.
The images are scaled and center-cropped to a dimensionality of
3 × 448 × 448, then are fed through a ResNet-152 [10] pre-trained
on ImageNet. We utilize the output of the last convolutional layer
as the image representation V .

The representationV contains 2,048-dimensional representation
vectors for 14 × 14 equally spaced image regions. V is then passed
through 1 × 1 convolutional layer that reduces the dimensionality
to 1,200 × 14 × 14.

At the same time, the question words are embedded to a 620-
dimensional vector via a lookup table and subsequently are feed-
forwarded through an LSTM unit [11] initialized with skip-thought
vectors [18]. The 2,400-dimensional hidden state of the last LSTM
unit is regarded as the question representation q. The question
representation is then passed through a linear layer and a replication
layer to match the dimensionality of the image representation.

The question and image representations are fed through hyper-
bolic tangent non-linearity before being multiplied in a element-
wise manner. The resulting 1,200 × 14 × 14 matrix is regarded as
the multimodal representationM .

The generator network G consists of two 4 × 4 convolutional
layers and an average pooling layer which transform the matrix
M to a vector of size 512. A 256-dimensional noise vector is drawn
from uniform distribution x ∈ R256 ∼ U (−1, 1). The multimodal
representation vector is concatenated with the noise vector x to
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obtain a generative input vector д ∈ R768. The generator then feed-
forwards the vector д through several blocks of deconvolutional
layers, followed by spatial batch normalization [13] and a ReLU
activation. The output of the generator is feed-forwarded through
tanh and the resulting matrix φ ∈ R14×14 is the generated attention
map for the multimodal representationM .

The discriminatorD is implemented as a network with two paral-
lel network branches. In one branch, the multimodal representation
M is feed-forwarded through two 1×1 convolutional layers to obtain
a matrix of size 512× 14× 14. In the other branch, an attention map
φ is feed-forwarded through two blocks of 1 × 1 convolution layer,
followed by a spatial batch normalization and a leaky ReLU with
slope 0.2. The discriminator then performs a depth concatenation
of the two branches and passes the resulting matrix through two
blocks of 5 × 5 convolutional layers followed by a leaky ReLU (also
with slope 0.2) and again spatial batch normalization. Finally, the
discriminator performs average pooling and fully-connected layer
with hyperbolic tangent activation function outputs the probability
of the sample being real, D (φ,M ) → pD (φ ∼ pΨ |M ).

We use the weights of the attention map φ to compute the
weighted average of the 14 × 14 image regions. The resulting 2,048-
dimensional vectorV att is then passed through a linear layer, which
reduces the dimension to 1,200, and a tanh activation function. On
the other hand, the question representation q is passed through
a different linear layer, which transforms the 2,400-dimensional
vector to a 1,200-dimensional vector, and feeds into tanh activation
function. As before, the outputs are multiplied element-wise and
the resulting attended multimodal representation Matt is passed
through a linear layer which transforms the 1,200-dimensional vec-
tor to 2,000 – the number of answers in Ω. Finally, a SoftMax layer
outputs the probability pvqa (a |Q, I ;θVQA) for all a ∈ Ω.

We optimize the VQA network for 250,000 iterations with mini-
batch of 100 samples and RMSProp [29] as the optimization algo-
rithm.We set the initial learning rate of 3e−4 and use a decay factor
of 0.99997592083. We also employ a gradient clipping threshold
of 8. The adversarial networks are trained with mini-batch of 64
and Adam [17] as the optimization algorithm. Both learning rates,
i.e. αG and αD in Alg. 2, are set to 2e − 4. We train the adversarial
networks for 100 epochs.

Unless otherwise noted, in all experiments we use two attention
maps (VQA-AA-S2 in Table 1) generated by adversarial networks
trained on second iteration self-learned samples (Alg. 1). Upon
acceptance, we will release the code, trained models, and generated
attention maps.

5.5 Baseline comparison
The ablation study clearly shows the contribution of each compo-
nent of the proposed VQA-AA model (Table 1).

The VQA-ImgOnly model where the attention is conditioned
only on the image performed the worse. This shows that the at-
tention maps should be properly adapted to the question given an
image. This also further validates the motivation of using a gener-
ative attention model which we show produces diverse attention
maps for an image given multiple questions.

Evidence for the regularization role of the adversarial discrimina-
tor network is the underperformance of the VQA-GenOnly model

Table 1: Results on the VQA v1.0 validation set compared
with the baseline methods.

Open-Ended (val)
Method All Y/N Num Other
VQA-ImgOnly 60.6 81.3 30.6 49.5
VQA-GenOnly 61.2 81.7 30.9 50.0
VQA-LTatt-S1 60.8 81.5 30.6 49.7
VQA-AA-S1 61.8 83.0 31.4 50.3
VQA-AA-S2 62.4 82.2 31.6 52.1
VQA-AA-S3 62.1 82.3 31.3 51.5
VQA-AA-S4 61.6 82.0 31.6 50.6

Table 2: Results on the VQA test-standard v1.0 dataset com-
pared with the state-of-the-art methods.

Open-Ended (test-standard) MC
Method All Y/N Num Other All
FDA [12] 59.5 81.3 35.7 46.1 64.2
HYBRID [14] 60.1 80.3 37.8 47.6 -
DMN+ [31] 60.4 80.4 36.8 48.3 -
MRN [15] 61.8 82.4 38.2 49.4 66.3
HieCoAtt [21] 62.1 79.9 38.2 51.9 66.1
RAU [25] 63.2 81.7 38.2 52.8 67.3
DAN [24] 64.2 82.8 38.1 54.0 69.0
MCB [6] 64.7 82.5 37.6 55.6 -
MLB [16] 65.1 84.0 38.0 54.8 68.9
VQA-AA 65.9 84.0 38.1 56.5 69.8

Table 3: Comparison between the state-of-the-art models on
the VQA v2.0 validation set, for the Open-Ended task. The
models were trained only on the train set of VQA v2.0.

Open-Ended (val)
Method All Y/N Num Other
HieCoAtt [21] 54.57 71.80 36.53 46.25
MCB [6] 59.14 77.37 36.66 51.23
VQA-AA 60.80 79.29 37.76 53.08
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Figure 5: VQA-AA models’ validation accuracy versus the
number of self-learning iterations (Alg. 1).

compared to the full VQA-AA-S1 model. Without the discrimina-
tor network, the VQA-GenOnly model cannot sufficiently learn to
generate attention for question-image not present in the train set.
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To investigate the contribution of the adversarial attention, we
swap the proposed adversarial attention method with an attention
mechanism based on linear transformation, which is the attention
mechanism used by the previous state-of-the-art model [16]. We
can observe that VQA-AA outperforms the previous state-of-the-art
overall and in every question type by a significant margin.

Finally, we measure the contribution of multiple attention maps.
We compare the VQA-AA models with up to 4 attention maps.
Table 1 shows that two attention maps give the best performance.
Comparing VQA-AA-S1 and VQA-AA-S2 we can observe that the
increase of the VQA-AA-S2model accuracy comes from questions of
type other. These type of questions often require complex reasoning
that involves multiple objects (e.g. see Figure 4) and as such the
VQA model needs multiple attention maps to be able to answer
them correctly. However, beyond two attention maps (VQA-AA-
S3 and VQA-AA-S4) we do not observe an improvement. Possible
reason for this is the lack of complex questions in the VQA dataset.

5.6 Self-learning method evaluation
The validation loss of the VQA-AA models with respect to the num-
ber of self-learning iterations is shown in Figure 5. We can observe
that all variants of the VQA-AA model converge only after two
iterations. This is to be expected since in the first iteration the VQA-
AA model parameters are significantly changed by fine-tuning to
use the adversarial attention maps instead of the attention maps
obtained via a linear transformation. But, after this initial adjust-
ment to the adversarial attention mechanism the VQA-AA model
converges to a stable set of parameters.

5.7 Comparison with the state-of-the-art
Compared with the previous state-of-the-art on the VQA v1.0
dataset, the VQA-AA model achieves 0.8% higher accuracy (Ta-
ble 2). The improvement in accuracy predominately comes from
the ability of the VQA-AA model to answer complex questions
(denoted as “Other” in Table 2). This validates the ability of the ad-
versarial attention mechanism to capture complex question-image
relationships. Furthermore, in Table 3 we observe an even higher
improvement in accuracy of 1.66% on the more challenging VQA
v2.0 dataset. The new state-of-the-art on this dataset indicates the
superiority and the need for the adversarial attention mechanism
when answering complicated questions which require reasoning
over the relationship of multiple image objects.

5.8 Qualitative analysis
We perform qualitative analysis of the generated attentions to ob-
serve the ability of the adversarial attention model to adapt the
attention to new questions (Figure 6). The visualizations show the
VQA-AA model learns when to focus the attention on image ob-
jects, Figures 6a and 6c, and when to focus on the global image
representation (Figures 6b and 6d). In Figures 6e and 6f, we can also
observe how the attention shifts from the table, corresponding to
the question word “table”, to the surroundings, which often contain
information about where the photo was taken. Finally, in Figures 6g
and 6h, we can observe the ability of the VQA-AA model to focus
on the small, but important image objects.

Q1: What color is
the microwave?

Q2: How many
panes are in the
window?

(a) Q1 attention map. (b) Q2 attention map.

Q1: What game is
she playing?

Q2: Is this a grass
court?

(c) Q1 attention map. (d) Q2 attention map.

Q1: Is the table
set?

Q2: Was this photo
taken at pizza hut?

(e) Q1 attention map. (f) Q2 attention map.

Q1: What is the
woman feeding the
giraffe?

Q2: What color is
her shirt?

(g) Q1 attention map. (h) Q2 attention map.

Figure 6: Attentions visualization (for more see Section 5.8)

6 CONCLUSION
We have presented a novel generative attention mechanism for
multimodal representations. We validated the proposed attention
mechanism on the challenging VQA task. Our proposed generative
attention model introduces adversarial self-learning to produce
attention that captures complex question-image correspondence,
effectively overcoming the issues with existing attention models for
VQA. The proposed model achieves new state-of-the-art on the two
VQA benchmark datasets. The proposed attention mechanism is
general and probably applicable to other tasks involvingmultimodal
representations, such as image captioning. We leave this promising
direction for future work.
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